Report on the Digital Humanities 2008 conference (DH2008)
General Information
The Digital Humanities 2008 conference (the annual joint conference of the Association for Computers and the Humanities [ACH], the Association for Literary and Linguistic Computing [ALLC], and the Society for Digital Humanities/Société pour l'étude des médias interactifs [SDH-SEMI]) took place at the Faculty of Humanities and the Department of Electrical and Information Engineering at the University of Oulu, Finland, from 24th to 29th June, coinciding with the university’s 50th anniversary. The conference featured opening and closing plenary keynotes, three days of academic programme with four strands each, and a poster session, as well as a complementary social programme. The highlights of the latter included a reception at Oulu Town Hall, a conference banquet at the Holiday Club Oulu Eden, and excursions to Kiutaköngäs rapids in the Oulanka National Park in Kuusamo and to the island of Hailuoto near Oulu. The conference website is at <http://www.ekl.oulu.fi/dh2008/>, from which the book of abstracts can be downloaded.
Opening keynote – Eero Hyvönen
The academic programme started off on Wednesday afternoon with an opening plenary, which included welcome notes from the local organisers, the presidents of the organising associations, the chair of the programme committee, and the organiser of the mentors’ programme. The keynote, entitled “CultureSampo – Finnish Culture on the Semantic Web”, was given by Eero Hyvönen, Professor of Semantic Media Technology at the Helsinki University of Technology. The speaker heads a research team comprising computer scientists and humanists collaborating in the field of semantic computing, particularly in creating the National Ontology Project in Finland (FinnONTO), the result of a consortium of collaborating institutions and commercial partners, over 37 funding bodies in total. The research team’s vision is a Web of Finnish Cultural Heritage, where cultural organizations can publish their content, where the content would be compatible, users could contribute to the resource, and the content could be accessed via a multilingual interface and re-used by interested parties. The main challenges are the complexity of the content and content management and production. A huge amount of heterogeneous content is created by a large number of distributed and independent cultural organizations. The research team’s answer to these challenges is the Semantic Web. There are three main perspectives:
1. content perspective: creating a new metadata layer on top of the existing content layer (web of data),
2. application perspective:  creating intelligent web services for semantic interoperability (machine-understandable web),
3. technology perspective: embracing semantic web technology, particularly the layers immediately above XML, as seen in the W3C’s Semantic Web “layercake” diagram.

An example of an implementation of this idea is MuseumFinland – Finnish museums on the Semantic Web <http://www.museosuomi.fi/>, which has three contributing institutions and uses seven ontologies to describe its materials using RDF metadata, thus providing a global seamless view of its rich content base. The Semantic Web’s move from literal metadata to RDF references to concepts organized in ontologies is exemplified in this project.
A more extensive realisation of the vision is “CultureSampo – Finnish Culture on the Semantic Web” <http://www.seco.tkk.fi/applications/kulttuurisampo/>, a nation-wide cross-domain cultural content publication platform. Its goals are:

· for users: to offer a global view of content, displaying a seamless national collection of cultural objects, including intelligent services, such as semantic searching, browsing, and personalization options,
· for publishers: an easy publication channel, easy re-use of enriched contents, a good basis for collaboration, and the ability to give semantically enhanced content back to the contributors.

The three main players in CultureSampo, publishers, developers, and customers, are acknowledged in the three components of the system:
1. developers’ view: providing both international and national infrastructures, domain-independent (W3C) and domain-specific metadata schemes and vocabularies,
2. publishers’ view: provision of shared metadata and access to vocabularies centralized in the national ontology service,

3. customers’ view: semantic portal for both machine and human usage.

The domain-specific content infrastructure is provided by the FinnONTO service, which offers standards (metadata, vocabularies, ontologies) and tools to content providers, among others the KOKO Finnish Collaborative Holistic Ontology, a set of interlinked domain-specific ontologies complementing each other in a variety of scenarios, or the ONKI set of geo-ontologies and person ontologies. ONKI also offers a widget mashup application tool for conceptually categorizing cultural artefacts through a direct link to the national ontology service. The CultureSampo interface provides complete workflow support from ontology-supported content creation, metadata creation, publication on the CultureSampo Portal, and end-user perspectives. It supports both original content creation using the ONKI tools and semi-automatic retrospective conversion of data. Once the data and ontologies have been created and applied, knowledge enrichment can take place based on a set of rules, e.g. common-sense rules or schema explications, which in turn produces a knowledge base, which is ultimately queried by the end user and can be represented in a variety of different ways.
The CultureSampo system was developed in four prototype stages from 2005-8, including the stages of metadata creation, and application of ontologies, moving to events-based annotation and cataloguing, the adding of geospatial reasoning and knowledge, e.g. realigning changes of region names in historical data sets. The latest prototype of the system adds semantic perspectives, providing different views of the data to end users, plus semantically-sensitive searching that goes beyond simple keyword matching. Semantic interlinking is also being experimented with, e.g. interlinking characters, themes, plot of the Finnish Kalevala narrative with cultural and historic documents and objects held in archives and museums across Finland, enabling an unprecedented richness of contextualization and exploration of the saga’s content.
The main research issues of the CultureSampo project are:

· semantic searching and visualization (relational semantic searches),
· intelligent semantic browsing (topics, clustering, mashup support),
· reasoning (geospatial and temporal),

· semantic representation of narratives,

· customer-generated contents.

In conclusion, the speaker emphasized that the Semantic Web really helps with interoperability issues across collections and domains, making systems more intelligent, and providing user-friendly interfaces. More infrastructure is still needed for collaboration on and sharing of ontologies. Establishing processes for the creation of high-quality metadata, collaboration in the field of ontologies, sharing and re-using of data, and their integration into institutions’ workflows is the key to success.

Panel – “Defining an international humanities portal”
On Thursday morning, Neil Fraistat of the University of Maryland chaired and introduced a panel session entitled “Defining an international humanities portal”. The context for the panel, which comprised eight speakers and a discussion, was the international collaboration centerNet <http://www.digitalhumanities.org/centernet/>, an international network of digital humanities centres formed for cooperative and collaborative action. centerNet aims to establish a humanities cyberinfrastructure along with a number of special interest working-groups on issues such as the development of an international humanities portal. centerNet has the following aims:
· establish professional collaborative relationships among centres and individuals,

· provide access to digital resources shared in the community,

· provide access to humanities computing tools.

The panel was designed as an open investigation into the needs of the humanities research community and eight speakers voiced their views.

Jan Christoph Meister of the University of Hamburg gave two practical examples of building portals in an attempt to answer what humanists really want:
1. Grid initiative in Germany: (an unsuccessful bid for) a project establishing a grid-based digital hermeneutic heuristics, where the grid functions as a hermeneutics network, and the grid middleware provides both a semantics-oriented heuristics and a discourse-oriented heuristics, which reflects researchers’ virtual desktops. The main idea was an on-the-fly discourse analysis of the ongoing scholarly discussion, such as highlighting high-frequency ideas, trends, but also neglected areas of research. The funding application failed possibly due to a missing needs analysis.

2. Agora: an e-platform for the humanities at Hamburg University, developed by and for the scholarly community. It did not use the Weblearn environment the university provided as it proved difficult to adapt. Instead the new system was created according to the needs of faculty and students, providing, for example, full-text searching of a wide variety of data formats and options for sharing and collaboration.

Ian Johnson of the University of Sydney defined the following functions as central for humanists: search/discover, suggestions (Amazon-like browsing, bookmarking, ordering), content services, and discussion forums. Humanists use a wide range of tools, including browsers, Word, PowerPoint, e-mail, Google docs to access and use the many digital resources created in the community. The strength of most of these resources is that they are hugely relevant, of high quality, and of public interest. Not much computing power or storage is necessary to create resources of high value, and the community of humanities scholars is aware of its own needs. The weaknesses are fragmentation, resistance to change, lack of academic recognition and reward, issues with IPR, sustainability and trust, and usability issues. Opportunities come from the fact that hardware is no longer an issue, software and tools are available or can be created as building blocks, standards-awareness within the community is high, funding opportunities are available locally, nationally, and internationally. The threats are commercial arrangements and content lock-ups, proprietary systems, and inability to react to quick technological change. Above all, generic methods for managing digital content are needed, including bookmarking, bibliographic tools, annotation, linking of resources on a granular level, and tagging.
Domenico Fiormonte of the University of Roma Tre highlighted the importance of the social over the technological. Building the community needs to precede the building of community-wide tools. He also stressed the necessity of an infrastructure to maintain and support a community once it has been built.
John Unsworth of the University of Illinois emphasized that re-inventing the wheel was a real danger in the field, that collaboration can ensure sustainability of resources and networks over time, that strategic acting of the humanities centres is required, and that conference calls would be a good idea to share information.

The subsequent discussion revolved around whether a one-stop-shop or a modular set-up that can be integrated into each individual’s environment was the better option. It was stressed that sustainability of resources will be an ever-increasing issue and needs to be tackled, along with the continual enhancement of data and tools. Generic humanistic tasks, which can be defined and analysed, need to be at the centre of any tool development. Best of breed tools can then be scoped, developed, and applied to individual tasks. A fundamental basic task would be to work on listing and interlinking what already exists, DIRT <http://digitalresearchtools.pbwiki.com/>, a registry for digital humanities tools, was mentioned as an example.
Session – “Research and publishing”
In a second session on Thursday, Stefano David of the Universita Politecnica delle Marche gave a paper entitled “Talia: a Research and Publishing Environment for Philosophy Scholars”. As a platform for philosophy scholars, Talia’s goal is to establish a peer-to-peer network of source materials for philosophers (so-called “philosources”), to provide tools for navigating and managing the source materials, to provide the ability to publish content on the network, and to offer public access to all resources in Talia. As a use case, a manuscript comparison tool was outlined, which had the ability to compare and analyse different versions of documents and which allowed the documents to be annotated. Requirements for such a tool were access to corpora of digital materials and their associated metadata, support for a standard query language that would work across all resources, and expression of digitized content in XML/RDF. The Talia system is built on: 

· storage of all corpora in so-called Talia nodes, described as “philosources”,

· the principle of having exactly one node per community and philosopher,
· the ability to attach data to philosources,

· the possibility to browse and navigate philosources,

· provision of stable references to philosources, and free access to the corpora,
· a peer-to-peer review system,

· a scholarly annotation system,

· dynamic content contextualization performed inside and among philosources, and
· customizable GUIs.
For the purpose of resource discovery, each Talia node contains one computational ontology, which are connected together under an upper-level ontology encompassing all Talia nodes. These ontologies allow for the expression of relations between sources, philosophers, concepts, and querying these ontologies will soon join classic text searching in Talia as an additional mode of cross-node resource discovery.
The second paper of the session, entitled “Knowledge-Based Information Systems in Research of Regional History”, was presented by Aleksey Varfolomeyev of the Petrozavodsk State University. The project, which is a collaboration of mathematicians and historians, focuses on the area of regional history. Regional history is generally characterized as both reflecting and embracing national history, is conducted by both professionals and amateurs, and is more often than not fragmentary regarding the historical information available. Traditionally, regional history research is published on specialized, dedicated websites, which do not address the needs of a serious study of the subject. The main tasks for any regional history site are:
· preservation of all historical information in preservation-friendly formats,

· providing the public face for a particular region,

· interlinking all of its data with external data and information sources,

· elaboration and verification of data and interpretations,

· a publication platform for all types of historical records.

The project’s goal is the creation of a “Historical Semantic Network (HSN)” to achieve all of these tasks, and in particular to research the possibility:

· of creating interoperable historical objects, which could be documents and narratives, persons, institutions, etc.,

· of creating timeline objects, and
· of establishing persistent, qualified links (relations) between these objects.

In the HSN, historical facts are defined as links of these different types of objects. Underlying HSN is a mathematical model, which is based on hyper-graphs and bipartite graphs that allow for the representation of these objects. True and false statements are assigned absolute values (1 and 0), between which vectors can be drawn based on a fuzzy logic implementation. This allows basic individual statements, which may be false or true, to be turned into historical facts that are as true as the interlinking of all available data sources constituting the historical fact allows. Historical facts are thus fuzzy links of all available data. HSN is implemented using RDF and OWL for the creation and interlinking of the historical objects.
The third paper of the session was given by Ian Johnson of the University of Sydney. Entitled “Breaking down barriers: the integration of research data, notes, and referencing in a Web 2.0 academic framework”, the paper was a demonstration of Heurist <http://heuristscholar.org/>, an integrated online system for generic research tasks performed in the humanities, such as
· site bookmarking, citing, tagging and social bookmarking,
· defining and annotating relationships between records,

· annotations of and collaborations on sets of records (texts, discussions),

· personalizable notifications,

· workgroup creation and management,

· an online publishing environment.

Heurist organises its records as type-specific data: spatial and temporal objects, texts, threaded discussions, document attachments, and multimedia are major data types handled by the system. Future developments will include improved usability and documentation, a blog publication format, historical events and timelines, fuzzy time objects, better options for 
creating and visualizing relationships.
Session – “Creating digital editions”

In the final session on Thursday, Kurt Gaertner presented a paper written by Nathalie Gross and Christian Liedtke of the University of Trier, entitled “The Heinrich-Heine-Portal: a digital edition and research platform on the web”. The Heinrich-Heine-Portal <http://germazope.uni-trier.de/Projects/HHP/> is a digital edition of Heine’s complete works and letters. It is a collaboration of the Heinrich-Heine-Institute and the University of Trier. The digital project is based on traditional historical-critical print editions, which were created in both East and West Germany in the 20th century. The portal provides access to digital facsimiles of Heine’s works, which are interlinked with the electronic text. The text corpus itself has been double-keyed, corrected with the help of TUSTEP, and converted to TEI markup on a macro- and micro-level. The encoding is exposed to the interface, which provides a rich resource for interaction with the users. The online edition offers much more flexibility than the print version, e.g. re-ordering, retrieval, and export. Currently, 65% of all known MSS are online, new resources are added continuously. The Heinrich-Heine-Portal has already successfully superseded the cheap reading editions traditionally used by students at universities.
The second paper of the session, entitled “Digital editions for corpus linguistics: a new approach to creating editions of historical manuscripts” was given by Alpo Honkapohja of the University of Helsinki. The presenter introduced the Digital Editions for Corpus Linguistics (DECL) project, which aims to produce linguistics-oriented digital editions. The background for the project is the long-established Helsinki Corpus of English Texts (<http://ota.oucs.ox.ac.uk/headers/1477.xml>), which like most historical corpora is traditionally based on print or manuscript editions. The DECL project hopes to bring digital editions and corpora closer together by designing digital editions that work both as critical texts and linguistic corpora and by providing a framework that allows for the publication of such resources. DECL’s features include: 

· support for the study of historical manuscripts, 

· support for individual scholars and research projects,
· support for and application of relevant existing standards,

· an open-source approach (for tools and standards).

The theoretical background for the project is to retain the manuscript reality and to focus equally on the artefact, the text, and the context of each item in the corpus. The guiding principles are consequently:
· flexibility (XML, layered structure, platform-independent),

· transparency (all editorial interventions are indicated, all layers of encoding are accessible, detailed documentation of applied principles will be published),

· expandability (uniform editing and encoding practices, modular architecture, layered structure approach).

On DECL’s TODO list is the creation of a repository architecture for the storage of its resources and the design of appropriate user interfaces for different types of users of the corpora.

The final paper was given by Alexander Czmiel of the Berlin-Brandenburg Academy of Sciences. Entitled “Editio ex machine: digital scholarly editions out of the box”, the paper reported on the Academy’s Telota (“The electronic life of the academy”) initiative and its SADE (Scalable Architecture for Digital Editions) project <http://www.telota.de/sade/>, an activity designed to
· support research, communication, and presentation of research results,
· develop tools for scholars’ needs, such as digital processing, documenting, and presentation of research results,

· enrich already available information objects,

· provide insights into current research conducted in the Academy.

Past experience has shown that it is difficult to communicate to scholars the advantages of digital editions over traditional print editions, and to justify the need for changes in workflows and the organisation itself. Often the benefits of structural data are not understood until a realization and demonstration of the advantages can be achieved. Therefore, an easy-to-use tool is needed that can keep track of a project’s working status, has a flexible design, is scalable, modular, and re-usable. SADE has been developed for this purpose, a system highly scalable both on the user (searching, browsing, etc.) and server side (extensible, modular, easily adjustable). Technically, SADE is built on Jetty, eXist, Quercus (PHP), the digilib imaging tool (MPG), and Jackrabbit for versioning. Although the system is fully functional in its core components, a lot remains to be done, including proper documentation, automatic generation of PDFs, XML versioning, annotation system, linking of the edited text to the manuscript, design of flexible user interfaces, and adding more working examples to the SADE software distribution.
Panel – “Understanding TEI(s): A Presentation and Discussion Session”
On Friday morning, Ray Siemens of the University of Victoria chaired and introduced a TEI panel session, which comprised a number of brief presentations and a discussion.
Ariana Ciula of Kings’ College, London, reported on the work of the TEI Technical Council <http://www.tei-c.org/Activities/Council/>, particularly its new initiative to add training documents to the TEI website to support the community with hands-on material in addition to the Guidelines themselves. The Technical Council’s main activities are: 

· dealing with bug reports and feature requests (mainly through TEI-L), 

· creating and supporting TEI WGs, e.g. the correspondence WG or the physical bibliography WG, 

· forging strategic collaborations, 

· offering advice, support and outreach,
· organising council meetings, and
· overseeing the period of assessment after the launch of the P5.

Peter Boot of the Huygens Institute in the Netherlands gave a demonstration on how to customize schemas with ROMA <http://www.tei-c.org/Roma/>. The presenter explained the purpose of customization, e.g. to remove unneeded elements, to tighten element definitions, to change element names, to add new elements, and to document all of this. He also outlined common reasons for customization, such as handling things not dealt with by the guidelines out of the box, improved validation while typing, prompting during editing, provision of adequate definitions during editing, offering help overviews, and offering a better understanding of the schema created. The presenter then gave an online demonstration of how to create one’s own customized P5 schema using ROMA., which resulted in an ODD TEI-document.
Martin Holmes of the University of Victoria introduced the new <appInfo> section of the TEI Header, which documents the tools that created or changed the TEI file. The basic principles for the use of the section are that tools should:
· only change the sections in the TEI files they are concerned with,

· leave all other areas alone,

· provide enough information about themselves to assess their scope and application,

· inform the user of any changes made by other applications they know about,

· record information on other applications that have edited the file,

· perform version checking to ensure documents will always be valid and stable.

Other speakers drew attention to other new P5 features, e.g. the pointer URI mechanism, which will prove extremely useful for interlinking resources inside and outside of TEI, and the <rendition>/@rendition mechanism, which allows e.g. for automatic CSS file creation and presentational formatting based on the <tagsDecl> section in the TEI Header.
Session – “Dynamic electronic editions”

In a second session on Friday, Neal Audenaert of Texas A&M University gave a paper, co-authored with Richard Furuta of Texas A&M University, entitled “Annotated facsimile editions: defining macro-level structure for image-based electronic editions”. The presenter contextualized his project as exploring the tying together of electronic text and images in an electronic edition of Don Quixote <http://cervantes.tamu.edu/>. The project explores advanced text-image alignments in a facsimile edition. The project’s objective is a general-purpose conceptual model, API, and implementation for digital facsimile editions. Its basic requirements are:

· flexibility to allow for new analytical requirements,

· embracing and exploiting multiple non-hierarchical structures,

· allowing for multiple ordering of images (for historical-critical editions),

· allowing for comparison between editions.
Conceptually, the envisioned framework will allow for the collation of sequences of images, and enable recording of both the physical and semantic structures. In addition, qualified annotations along hierarchical and non-hierarchical structures should be possible. After a brief online demo, the presenter summarized the project’s future work: particularly creation of an editors’ interface, addition of more transcriptions, and systematic evaluation of the framework.
The second paper of the session, entitled “Towards a model for dynamic text editions”, was given by Dino Buzzetti of the University of Bologna and Malte Rehbein of the National University of Ireland Galway. The project is creating a digital edition of late medieval town statutes, with particular focus on visualising the evolution of the text and the laws underlying it. The project’s task is processing the data in a complex MS such as the Kundige bok, a medieval MS containing 330 pages of municipal statutes (burspraken) issued and announced by the city council of Göttingen (written mostly in Middle Low German), which was in use between 1420 and 1500 by various scribes. The MS is characterized by frequently modified text, complicated layout, and little palaeographic evidence for the revisions. The MS transcript with all its revisions and alterations has been marked up in TEI, identifying and describing the various textual layers. The project then developed an algorithm to calculate the text layers and their chronological relation out of the XML data and designed a web application with a user interface for accessing the edition. Thus a dynamic representation of the text is built from the digital data and individual research questions. Navigation through the text is possible along a timeline that reveals the evolution of the text. External contextual knowledge is applied to the text, thus producing different versions based on this input from external (readers) and internal sources (editors). The contextual information is held in a database and modifies the marked-up text on-the-fly, the result of which is then presented to the user. Both readers and editors can contribute to this process. The two tiers (textual layers and chronological order of these layers) influence each other, the markup can be seen as an input for the database or vice versa. 
In the final paper of the session, Arianna Ciula and Tamara Lopez of Kings’ College, London, presented a paper entitled “Reflecting on a dual: Henry III fine rolls print and web”. The Henry III Fine Rolls project <http://www.finerollshenry3.org.uk/> comprises two three-year research projects both funded by the AHRC. It aims to publish all Fine Rolls from the reign of Henry III from 1216 to 1272 in English calendar format, in both print and electronic form. The print versions are being published by Boydell & Brewer, the electronic version provides free access and also includes digital facsimiles of the rolls. The main challenge of the project was to ensure the TEI markup would cope with the complexities of a dual publication. The presenters reflected on the different priorities of each type of publication: while the print publication emphasizes the centrality of the artefact as a documentary record that allows for enhanced knowledge of the materiality of the text, the online publication is primarily an access resource for the information held in the scrolls. The project has been conceived of as a hybrid publication from the start, there is an assumption that one form will not supersede the other. The main focus has been on a process of abstracted editorial policy that works for both forms of publication. A particular area of interest is the direction the user takes between print and online version, which has implications for the representation of the entries, their use, and practice of citation.
Session – “Textual criticism and text analysis”

The final session of the day began with a presentation by Ron van den Branden of the Centrum voor Teksteditie en Bronnenstudie in the Royal Academy of Dutch Language and Literature, Belgium. The paper, entitled “A modest proposal. Analysis of specific needs with reference to collation in electronic editions”, outlined the process and challenges associated with electronic text collation for digital editions, based on a sample edition of De trein der traagheid comprising a total of 19 witnesses, established the necessity for automated text collation, and defined the criteria for an advanced text collation tool. Two possible scenarios for electronic collation were suggested:

1. transcripts -> collation -> mark-up, or
2. transcripts -> mark-up -> collation.

While the second scenario is more complex, it is still the basis for the tool proposed by the paper, as it allows for operations on a structural level rather than on an unencoded basic level. The three fundamental components of collation are: 

1. comparison (XML diff tools -> XML delta), 

2. representation (XML, stand-off/inline delta, TEI), and 

3. visualization (GUI, browser).
For the purpose of collation, the tool would need to be XML-based, aware of TEI encoding (structural differences), operate on word-level (word differences) and allow for n-ary collation. Its representation mechanism needs to be XML-based and allow for TEI output (including the possibility of additional XSLT processing) as well as sophisticated visualization for editors. Ideally, the tool will also be open-source, free, multi-platform, and embeddable. A case study of Anna Bijns’ complete works served as an example for the process, which would involve creating tokenized transcriptions from the original transcripts, the use of XML diff operations to create an XML delta and finally, via XSLT, a TEI delta, which in turn is the basis for the final TEI collation, which is ultimately represented by the electronic edition itself.
The second paper of the session was given by Neal Audenaert of Texas A&M University. Entitled “CritSpace: using spatial hypertext to model visually complex documents”, the paper proposed a system to handle visually complex documents (typesetting, illustrations, technical drawings, drafts, manuscripts, visual structures), i.e. documents with a significant visual grammar. There is a need for tools that support the initial analytical exploration of such documents, which often is visual itself, particularly support for the formulation of new ideas is required along with an opportunity to avoid precision and formality and to accommodate conflicting ideas. The spatial metaphor is helpful for this purpose, the system allows documents to be moved around freely on the researcher’s desktop, and offers tools for annotation, comparison, and discovery. It thus supports early stage knowledge work, avoids premature formalizations, offers visual representations of hypotheses, and allows for the development of a working theory on a virtual page. The proposed system will have to deal with large and complex objects, will need to incorporate author- and user-created content, and have an image-based visualization. Key issues for the analytical tool will be how to express the macro-level as well as the internal structure of complex documents, to allow for part-whole relations as well as relations between documents, and to support tools for both document and image analysis, such as textual annotation tools and spatial parsers.
The final paper of the session, entitled “Text analytics: a TEI format for cross-collection text analysis”, was given by Brian Pytlik Zillig of the University of Nebraska. The paper outlined the work of the collaborative MONK (Metadata Offer New Knowledge) project <http://www.monkproject.org/>, which is aimed at enabling the analysis of large heterogeneous collections of texts that constitute a virtual corpus. Traditionally, the main obstacles are lack of data interoperability, incoherent metadata standards, and varying encoding and editorial practices. The proposed system hopes to implement a TEI Analytics system, which will implement the following steps for incorporating texts:

1. schema harvesting across collections (text-mining step), 

2. a small XSLT stylesheet writes a big stylesheet that converts texts to TEI analytics, creating one template per element in each source document, and 

3. a quarantine of elements that escape easy conversion.

MONK will also offer a user-customizable configuration to add more text corpora,  and provide analytical tools for both corpus analysis (pattern analysis) and micro analysis. The system will also include a workflow management tool for publishing collections created e.g. by libraries or commercial partners in the MONK framework, and visualization tools that help scholars to both formulate the questions they want to ask and interpret the result sets their questions produce.
Session – “Digital Humanities projects”

In the first session on Saturday morning, Deborah Winthrop Anderson of UC Berkeley presented a paper entitled “Unicode 5.0 and 5.1 and digital humanities projects”. The presenter introduced Unicode <http://unicode.org/> as an established and influential standard that will have a direct impact on the searching capabilites as well as display, depending on the different decisions taken by projects. Highlights of version 5.0 include five new scripts and additions for minority languages and phonetic alphabets; version 5.1 has over 100,000 new characters, four new historic scripts and five new modern scripts as well as new characters for medievalists, and new Roman, Greek, and Cyrillic characters. Procedurally, simple glyph corrections can happen fairly rapidly provided enough evidence is provided, while the addition of new characters is a more lengthy process. Projects can find characters by consulting the code charts, following discussions on mailing lists, by checking the pipeline table for proposed new characters, and the ISO WG pages. In case a character cannot be found on Unicode, it can still be used through the private use area mechanism or e.g. by using the gaiji module in the TEI. Characters are incorporated into digital humanities projects easily by using established tools, e.g. by following the Menota project guidelines <http://www.menota.org/guidelines/>, by using the EMELD tools <http://emeld.org/tools/>, or font software such as Fontlab <http://www.fontlab.com/>. The Unicode Committees are aware of the difficulties and sometimes complaints about Unicode, e.g. inconsistency in encoding, proposals getting delayed, approvals being very slow, but the presenter reassured attendees that these are being worked on and that submitters of proposals can help their cause by providing enough evidence with their submissions. The presenter also invited the audience to help with all the outstanding work still to be done, e.g. there are currently 29 identified missing modern scripts and 58 identified missing historical scripts still to be tackled. Any help with authoring the proposals or providing documentary evidence from primary sources for any of these would be highly appreciated by the Unicode Consortium.
The second paper of the session, entitled “Markup in TextGrid”, was given by Fotis Jannidis of the TU Darmstadt. The presenter introduced the TextGrid <http://www.textgrid.de/> architecture, a community grid for the collaborative editing, annotation, analysis and publication of texts, which is part of the Grid computing programme <http://www.d-grid.de/> in Germany. TextGrid is the humanities project in the programme, which is subdivided into the data/storage grid, the services grid, and the computational grid. Consequently, TextGrid has a data, services, and user interface component: the grid provides the environment for the middleware, which offers services that are exposed through the user interface to the community. TextGrid is implemented using the Eclipse platform, but will eventually be moving to the browser. The editors’ perspective is entirely based around tools and resources that enable them to create new resources, building on the work of previous editors, instead of starting from scratch all the time. The social and political issues are often more problematic than technical ones. The users’ perspective is a web interface that includes a search tool for all TextGrid projects. The TEI is the common markup language throughout TextGrid, but the use of the TEI can be very different from project to project. Three main problems emerged:

1. how to provide intelligent searching based on each projects’ markup guidelines,
2. how to facilitate intelligent (user-focused) presentation of search results,

3. how to develop generic text-based services that function across all projects?

A number of possible solutions to the challenges have been considered:
1. search supports the entire TEI P5 (extremely costly),

2. all projects agree on a feasible subset (extremely unlikely),

3. map all projects to a common subset (difficult compromises necessary),

4. stop worrying (user unfriendly).

TextGrid has opted for the option to establish a common baseline encoding based on the text genres modules (prose, drama, poetry, etc.), which covers about 80% of all use cases. The process involves mapping the complex project-specific encoding to the baseline encoding, which results in two copies: the dumbed-down version for the purpose of cross-searching/browsing and the original version for scholars to continue working on. The transformation from one to the other is expressed as an XSLT stylesheet that will need to be maintained by the contributing project as a prerequisite for participation in TextGrid. The baseline encoding can be simple for common text types, but can be more tricky for complex text forms. Further challenges include:

· how to create robust adapters and ensure proper versioning across all projects,

· cover all relevant text genres or develop guidelines for creation of adapters,

· decide upon the most important aspects of the encoding across disciplines.

In the subsequent discussion a possible further solution was suggested, which involves leaving the textual markup intact (i.e. having one master version), but translating the dumbed-down search across all projects into a project-specific search on the underlying mark-up.

The final paper of the session was given by James Cummings of Oxford University Computing Services. Entitled “Converting St Paul: a new TEI P5 edition of St Paul using stand-off linking”, the paper presented the results of the new P5 manuscript description mechanism applied to a medieval play that survives in only one witness held at the Bodleian Library (MS Digby 133). The edition makes use of some of the new P5 features, it uses an ODD document to customize its schema, uses the <msDesc> MS description, uses <choice>, <am> and <ex>, <facsimile> for linking to the Bodleian’s images, URI-based pointing to link to stand-off markup, and IDs on the word-level. The project’s goal was an agile edition, that produces content that can be easily re-used and has all non-textual mark-up encoded separately from the main text. Interoperability was a major consideration: the edition is freely available for re-use, all data is available in suitable formats, should be able to use well-funded communal web services through open, well-documented and agreed APIs and agreed underlying standards. The presenter advocated always freely exposing your data and being prepared to learn from others, and resisting the creeping commercialism and insecurity spreading through exclusive copyright arrangements and content lock-ups.
Session – “Navigation”

In the last session of the day, Michelle Dalmau of Indiana University gave a paper, co-authored by John Walsh of Indiana University, entitled “Document-Centric Framework for Navigating Texts Online, or, the Intersection of the Text Encoding Initiative and the Metadata Encoding and Transmission Standard”. The presenter outlined the work done by Indiana’s Digital Library Program to use the two digital library standards in tandem in an application: the METS Navigator <http://metsnavigator.sourceforge.net/>. The project used two case studies for their developments, the Indiana Magazine of History and the Swinburne project, a digital archive of the writer’s works. The main motivation was to:

· develop a workflow to generate METS from the TEI files in order to facilitate text/facsimile correlation and page-turning,
· establish a single master source for all projects,

· share workflow documentation, preservation, and resource management,

· embed the workflow in the METS Navigator software releases.

METS and TEI are closely linked, yet METS is much more prescriptive and less complex than the TEI and therefore better suited as the basis for tools development. The presenter gave an online demonstration of the key features of the tool, which exists in a new version that is Struts-based and includes AJAX features in its user interface. The TEI2METS XSLT stylesheet underlying the workflow is now also part of the distribution. There has also been a move towards the Fedora repository software for storing and managing all the TEI master files. The TEI Header serves as the master for all derivative metadata versions, e.g. MODS and DC, which are mapped from there. METS Navigator will present many derivatives, such as JPEGs, PDFs, and XHTML out of the box, but it requires thumbnails, MIME types, and URLs for all components of the digital objects to be presented. Work is still in progress to improve the tools’ capabilities of representing structural maps, which so far, in the case of the Indiana Magazine of History, only work on the article level.
The second paper of the session, entitled “TEI and cultural heritage ontologies”, was presented by Øyvind Eide and Christian-Emil Ore of the University of Oslo. The motivation for the project was the large amount of grey literature in museums and finding a way of tackling it. The project has developed a workflow that enables the creation of a bibliographic record for each original text at the same time as a facsimile is produced. The text is then processed to add some basic XML markup, which is followed by more detailed content markup, following the TEI guidelines. The information in the TEI is finally extracted into the CRM Core metadata element set. The project has also investigated strategies for integrating external information with the TEI encoding, possible suggested solutions are:

1. store the information in an external XML document, in XML/RDF, or CRM Core,
2. store the information in the TEI Header with an external XML namespace,

3. store the information in the TEI P5.
It was decided to use CIDOC CRM and align its top-classes, which are relevant for the purpose of integration, with corresponding TEI P5 elements, e.g. <person>, <org>, <place>, <event>, and <relation>. Types, attributes, and classification elements, e.g. <classDecl>, <taxonomy>, and <catRef>, have been assigned certain states or traits, which change according to the event that triggers them. In summary, the presenter stated that the P5 introduces a number of new useful “ontological” elements, but that some additional changes would be useful, e.g. introduction of a generic <object>-element, an element for abstract objects, extension of the scope of <relation> to objects and events, and an extension of the scope of <taxonomy>.
In the final paper of the session, Peter Boot of the Huygens Institute in the Netherlands, presented on “An OWL-based index of emblem metaphors”. The project aims at creating an index of all the metaphors found in a 17th-century Dutch emblem book, not primarily as means of resource discovery, but as an aid for interpretation. The metaphor model (comparand <- tenor <- metaphor -> vehicle -> comparand) is expressed in the Web ontology language OWL as a set of comparands, metaphors, and property assertions, which relate these to each other. Of particular interest have been the hierarchies emerging and the relationships between the tenors. The ontology sign model interlinks the metaphors with their properties and the genres in which they occur. The application developed by the project takes the TEI as its starting point, from which the OWL ontology is developed, and then fed into RDF for the purpose of indexing, on which the interpretation, again expressed in TEI, is then based. The presenter finally gave an online demonstration of the application and the interlinked files that create the metaphor index.
It was also announced that next year’s Digital Humanities conference will be hosted by the Maryland Institute for Technology in the Humanities (MITH) at the University of Maryland in College Park, USA, and that the 2010 conference will be hosted by Kings’ College, London.
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