Report on the Digital Humanities 2009 conference (DH2009)

General Information

The Digital Humanities 2009 conference (the annual joint conference of the Association for Computers and the Humanities [ACH], the Association for Literary and Linguistic Computing [ALLC], and the Society for Digital Humanities/Société pour l'étude des médias interactifs [SDH-SEMI]) took place at the Maryland Institute for Technology in the Humanities (MITH) at the University of Maryland from 22nd to 25th June, coinciding with MITH’s 10th year as a working digital humanities centre. The conference featured two plenary talks, three days of academic programme with four strands each, and five poster sessions, as well as a complementary social programme. The highlights of the latter included a conference banquet at Buddy’s Crabs & Ribs in Annapolis and an excursion to the National Air and Space Museum, Steven F. Udvar-Hazy Center near Dulles Washington International Airport. The conference website is at <http://www.mith2.umd.edu/dh09/> from which the conference abstracts can be downloaded. Discussions could also be followed on Twitter at <http://twitter.com/dh09>.

Keynote Address – Lev Manovich

The academic programme started off on Monday afternoon with an opening plenary, which included welcome notes from the local organisers, Neil Fraistat and Matt Kirschenbaum, the presidents of the organising associations, Harold Short (ALLC), Julia Flanders (ACH), and Ray Siemens (SDH-SEMI), the chair of the programme committee, and the organiser of the mentors’ programme. The main event of the plenary was the keynote address, entitled “Activating The Archive, Or: Data Dandy Meets Data Mining”, which was given by Professor Lev Manovich of the Visual Arts Department at UCSD. Professor Manovich discussed the implications of the analysis and visualization of large cultural data sets, which are increasingly becoming available through the digitization of cultural heritage and born-digital cultural content. Particular attention was paid to the theoretical implications, the interfaces/visualization techniques, and the methods for analysis of visual media and born-digital data. The combination of availability of large data sets and tools for mining and visualization makes new methodologies possible for their analysis. The challenge is to track, analyse, and visualize large cultural structures discovered through the mining process. Until recently, researchers had to choose between shallow broad analysis and in-depth analysis of a few objects or cases. Now researchers can begin to apply deep analysis to a large number of data sets. Professor Manovich outlined the requirements of this new “Cultural Analytics”, which include new interfaces for mining, analysis tools, and visualization of results: a cultural analytics research environment. As interfaces and representations influence each other, they need to be modifiable based on the method of analysis, the cultural objects, and their new media data representations. Visualization needs to extend beyond the representation of the large data sets themselves to include the structures or patterns discovered in the clusters of cultural objects analysed. A number of theoretical issues need to be considered: culture does not equate to the sum of cultural objects (contextualization is always necessary); statistical paradigm based on a selected set vs. the data-mining paradigm; ‘pattern’ as a new epistemological object; the “new digital divide”: people/cultures which leave digital cultural traces and those who don’t; move from a small number of genres to a multi-dimensional space of features where clusters and patterns can be discovered; conflict between analysis that is unrestricted by space or time considerations and representation of results as a summary of the analysis. The work presented in the keynote is primarily intended to help formulate hypotheses based on the exploration of the data rather than test pre-conceived ones. More information is available on the presenter's website at <http://softwarestudies.com/>.

The three-day programme of parallel sessions began on Tuesday morning. The following is a summary of the panels and paper sessions attended.

Parallel sessions – session one

In a paper co-authored with Geoffrey Rockwell of the University of Alberta and entitled “Animating the Knowledge Radio”, Stefan Sinclair of McMaster University presented on a series of experiments interlinking the digital humanities with high-performance computing (HPC) for the purpose of developing analytical tools that can be applied to large amounts of data in real time. The set of tools named the “Knowledge Radio” is intended to allow researchers to work with large data sets using HPC. It has been inspired by the outcomes of a collaborative workshop organized by SHARCNET, an HPC consortium in Canada, aimed at bridging the gap between the disciplines. The workshop made a number of recommendations: produce introductory documentation on the use of HPC in the humanities; offer training opportunities, fellowships, and a collaborative support network for researchers in the field; investigate information visualization as one of the key areas for collaboration. The “Big See” is an experiment inspired by these outcomes that addresses the need for visualization and the use of HPC. It has developed a prototype that enables researchers to visualize large, static data sets in 3D in real time. A visual text analysis of Frankenstein using 3D graphs (highlighting the most frequently used words) was presented and it was highlighted that the process of visualization or ‘computer reading’ makes the arrival at conclusions palpable and understandable and is a useful complementary step to human reading of texts. The “Knowledge Radio” adds to and extends the “Big See” insofar as it adds streaming data and playable data to the analysis process, which can be customized to the corpus under investigation. The processing of a corpus as a stream can here be understood as an activity analogous to close reading. An experimental implementation of the “Knowledge Radio” was presented under the label “Voyeur” <http://voyeur.hermeneuti.ca/>, which is intended for dynamically analysed diachronic corpora. Voyeur has several interfaces that allow for the visualization of textual corpora based on lexical and semantic analytical processes. The interfaces are still highly experimental at the moment, but it is already becoming clear that these kinds of visualization tools offer additional insights not easily arrived at by traditional text analysis means.

The second paper, entitled “Text analysis of large corpora using High Throughput Computing”, was given by Gerhard Brey of King's College, London. The presenter introduced HiTHer (High-Throughput Computing in Humanities e-research <http://hither.cerch.kcl.ac.uk/>), a JISC-funded project under the Engage programme. The project aims to create a campus grid for high-throughput computing (HTC) and connection to the National Grid Service (NGS) as well as to create a case-study for the application of the service to humanities e-research. The case-study chosen is the Nineteenth-Century Serials Edition (NCSE <http://www.ncse.ac.uk/>), a collaborative project that has created digital editions of six nineteenth-century newspapers and periodicals with a total of 3,500 issues, or almost half a million articles. The microfilmed versions of the newspapers were scanned and have been OCR’d and delivered online using Olive Software's products. The Centre for Computing in the Humanities (CCH) at King's built upon and improved tools to add semantic information (names, places, institutions, subjects, events, genres, and similarity analysis). Document similarity analysis is a particularly fruitful methodology when run in an HTC environment: it is both a well-established and an unsupervised methodology that requires no training data. Two different strategies were implemented, TF-IDF (term frequency and inverse document frequency) and LSI (Latent Semantic Indexing). As the latter builds on relationships based on co-occurrences of words in separate documents, OCR quality was a real problem. The project consequently implemented the comparison mechanism based on frequencies of character n-grams (i.e. any sub-sequence of n well-defined characters) to retrieve all available semantic information. Only the application of HTC made this approach feasible and HiTHer is the infrastructure resulting from this application. HiTHER is based on the Condor Toolkit from the University of Wisconsin Madison and the Campus Grid Toolkit developed by OMII-UK. Some of the processing tasks were off-loaded to the NGS. While results were much improved using HTC for the TF-IDF approach, LSI was more problematic as the task cannot be easily parallelized. The results were mixed: it was not possible to identify false negatives. It was possible, however, to identify false positives, yet similarity is always also based on perspective, so results were not always enlightening. An interesting result was the ability to identify follow-up articles in later issues that had not previously been identified as such, and the correction of misclassified articles. Future work will involve the consolidation of existing workflows, the creation of RESTful Web services, and offering an ATOM feed.

The third paper, entitled “Appropriate Use Case Modeling for Humanities Documents”, was presented by Aja Teehan and John Keating of the National University of Ireland. The presenters are part of an interdisciplinary group at the university engaged in use-case modeling as an important step to facilitate the cross-fertilization of data encoding and software development. The starting point for the use case modeling is Activity Theory (AT) as a means of exploring the work of humanities practitioners and to analyse the processes involved in the research undertaken. AT breaks down complex procedures into tasks and processes and eventually discovers patterns that allow for the development of tools that help with these processes. The community plays an essential part in these developments. It provides the context for all activities in the area and helps evaluate any outcomes. An example activity would be data encoding, where the scholar uses encoding as a tool to transform data. Yet generic tools are difficult to develop as practices vary widely among scholars and communities. AT will require the encoding to be “appropriate” to the object, therefore TEI is often deemed as too prescriptive for encoding certain types of text and the development of new encoding schemes is preferred in this context. The presenters' group thus hopes to be able to talk to traditional humanities scholars in a non-technical, jargon-free, and use-case based fashion. Use-case driven document encoding concentrates on the physical, the logical, and the interaction with the text. The interaction part is intended to provide an interface for the materials that is appropriate for the research enquiries the documents are approached with. This primary use case will often also support secondary use cases that look into aspects other than the ones that informed the original encoding. The group is working on developing an overarching framework based on these use cases and activities that allows for encoding systems to be developed that preserve documents along with their use cases and the software that is developed to support them. Software is partly dynamically created, informed by and analysing the underlying XML-based encoding to fully exploit all of the encoding features of the documents necessitated by the primary use cases. The AT analysis underpinning the whole development is informed by a number of parties, including humanities scholars, technologists, and users.

Session two

Henriette Roued Olsen of Oxford University presented a paper entitled “Towards an Interpretation Support System For Reading Ancient Documents”. The eSAD (e-Science and Ancient Documents <http://esad.classics.ox.ac.uk/>) project is helping scholars to read ancient, often damaged documents. The project has a technical component on image enhancement and manipulation, but also includes a fully-fledged system for e.g. transcription, transliteration, and translation of ancient documents. This Interpretation Support System (ISS) for ancient documents aims to 'network' minor interpretations that can be encoded in a systematic manner at a variety of stages from physical observations to semantic interpretation. This is often a recursive process that can arrive at various conclusions at various points. The ISS prototype is browser-based and offers a visual interface to the process. The system is built on an ontology model that includes an evidence-based procedure (judgements, word search, character recognition, contextual physical characteristics). Ultimately, the decision about any reading of the documents is with the subject experts, the ISS allows for the recording of the processes which lead to a specific conclusion, which can be revisited at a later stage. For this purpose evidence-based markup is supplemented by contextual encoding markup. The mix of these operations, which is based on a knowledge base drawn from the entire corpus of documents and surrounding evidence, has been implemented as a RESTful Web service. The ISS is expert-driven, offers different views, is evidence-based and will always produce its outputs in XML format, which can be easily processed by other applications and services. In the future the project will incorporate the BVREH (<http://bvreh.humanities.ox.ac.uk/VRE-SDM.html>) collaborative annotation viewer, will store its 'percepts' or judgements in triples, will build up an ontology of ISS concepts, and make the ISS ontology-driven.

The second paper of the session, entitled “Image as Markup: Adding Semantics to Manuscript Images”, was given by Hugh Cayless of New York University. The presenter introduced his img2xml tool facilitated by an NEH grant. The tool employs SVG tracing of the text on a manuscript page as the basis for linking page images to transcriptions, annotations, and other types of electronic text. The aim is to produce a Web publishing environment that integrates the display of text and annotations with the manuscript page images. As a test case, an edition of a 19th-century diary has been prepared. The SVG tracing of the original TIFF images results in XML files that contain the vector versions of the images. The bleed-through on pages is one of the principle obstacles to the accuracy of the tool. In SVG, words are shapes, their relationships are entirely based on position. For an alignment between shapes and transcriptions, the relationship between the two needs to be made explicit. OHCO was looked at for this purpose in the form of the SVG 'g' element, a container element for grouping together related graphics elements, but as shapes are frequently interwoven, this is a non-starter. Instead the principle of pictographic logic (McGann and Drucker) is more promising: here the correlation between shape, symbol, and word can be made explicit during the process of image recognition. Shapes can form a symbol that can be transcribed as a linguistic entity. Symbols can also form structures that correspond to lines of words. RDF seems like a good fit for this kind of machine-actionable language to articulate these relationships. The linking to TEI transcriptions and annotations can be achieved through IDs within the SVG markup for which the Inkscape SVG-editor is used. The tool is available from  <http://github.com/hcayless/img2xml/tree/master>.

The third paper of the session, entitled “Computer-Aided Palaeography, Present and Future”, was presented by Peter Stokes of Cambridge University. The main aim of 'digital' palaeography is the identification of scribes in ancient manuscripts to ascertain the MS transmission for a better understanding of the MS itself. Palaeography is a contested field these days: objectiveness is called for, therefore quantitative data is rated higher than qualitative data. FDA (Forensic Distortion Analysis) seemed like a possible way forward when applied to the 'digital' age, but again the field lacks the scholarship necessary to establish objectiveness. Fully automated systems can determine a writer 95% of the time equal to that of human specialists. Computational palaeography is able to provide a fully automated system, not one based on traditional methods of databases of individual characters and occurrences. The approach is instead reversed, images of letters are fed into a MS image to determine a particular scribe. Requirements for the system are for it to be fully cross-examinable and interpretable, reproducable, communicable, and to allow for variation and flexibility. Every step (data and process) needs to be recorded in a way that can be shared and can be fed into future extensions of a system that can essentially never be finished. The Handwriting Analyser proposed here is a system of plug-ins that performs well-documented steps and records their output for review and sharing. The process feeds back into the enhancement of the plug-ins and the metrics they produce.

Session three

Doug Emery and Michael Toth presented a paper entitled “Integrating Images and Text with Common Data and Metadata Standards in the Archimedes Palimpsest” on the creation of the Archimedes Palimpsest. In the late 19th century a text by Archimedes was discovered in a MS prayer book produced in the 13th century, which had been overwritten. It took four years to disassemble the book and prepare it for digitization. Both X-Ray and traditional imaging was used for the best possible results. A LED illumination panel, a variety of short wave length exposure, was also used for the imaging process. Also the availability of new cameras in around 2007 made single-shot imaging possible, which simplified procedures. Infrared shots allow for a detailed analysis of the underlying text and have been used for deciphering the text. Digital preservation is a big concern for the project: the complete set of TIFF and supplementary images has been distributed widely to various entities for this purpose. An authoritative set of images with exact coordinates for every single letter is also available to the research community. Metadata is recorded in Dublin Core and along with geospatial data is integrated with the images so that they do not get separated. The metadata is stored in the TIFF-header description fields. The transcription of the Archimedes text itself was done in TEI P5 by a group of specialists. The encoding was done to the line level of the page using a set of zone elements. The complete data is distributed as a set of folders, files and checksums under a Creative Commons license for anyone in the research community to use and build upon.

Judith Klavans of the University of Maryland presented on “Language and Image: T3 = Text, Tags, and Trust”. T3 is a new initiative that aims to improve access to digital image collections by exploiting the expertise of library and museum specialists and also drawing on the “wisdom of the crowds”. Images are described by a variety of specialists and non-specialists (cataloguers, art historians, and the public) with different levels of expertise and different foci of interest. T3 tries to address these complexities of image and image descriptions by splitting the task into Text, Tags and Trust. 

· Text: computational linguistics methods are employed for metadata creation.

· Tags: Steve Museum Software <http://steve.museum/> is used for tagging and relating the resulting folksonomy to the professionally created museum documentation of the images. There was little overlap: tags created by the public were often diverse and ambiguous, yet museum specialists overwhelmingly welcomed the tags as a useful addition to the cataloguing endeavour. Ambiguity is one of the biggest issues for folksonomies.

· Trust: Trust has been found useful as a weighter in recommender systems and can enhance the workflow of integration, clustering, and disambiguation.

Current activities include the analysis of about 50,000 tags created using the Steve Museum software with computational linguistics tools (morphological and thesaurus-based disambiguation drawing on professional sources, e.g. art lexica), further experiments with trust (among users who do not know each other) as an important variable in a complex system, and the use of tag clouds as a means of disambiguation.

Judith Klavans also presented a paper entitled “Mining Texts for Image Terms: the CLiMB Project”. The CLiMB (Computational Linguistics for Metadata Building) project <http://www.umiacs.umd.edu/~climb/> originated at Columbia University to address a concrete problem of a lack of metadata in a huge library of images. Drawing on a number of authoritative art historical reference works, the project aims to improve subject classification by mining the literature on the art objects to be described. This addresses the issue that researchers trying to find images will have a different set of ideas about what is relevant than non-specialist users. CLiMB tries to assist cataloguers by helping them to create relevant and accessible terms for the images. The impact of the toolkit on cataloguing quality and retrieval has been extremely noticeable. Disambiguation, however, remains a huge problem in the process: several solutions including relating terms to WordNet and the Art and Architecture Thesaurus (AAT) have been investigated; unfortunately they have proven to be not very compatible. While algorithm improvements still need to be done to further improve the system, it may turn out that tag clouds are a more worthwhile endeavour for the purpose.

Session four

Julia Flanders of Brown University gave a presentation entitled “Dissent and Collaboration”. Starting from the familiar notion of collaboration in the digital arena, the presenter explained that text encoding stands at the crossroads of technological standards and scholarly decision-making. Collaboration between institutions is only one kind of collaboration, the more challenging one is that over time, where the collaborators do not know each other. There is an implicit, underlying contract between these generations of scholars and the TEI offers a functional mechanism for this collaboration. The ODD customization process allows for both customizations of schemas and the documentation. Different types of customization allow for different views of the world in TEI terms from simple modifications to open disagreement expressed in extensions to the TEI. Negotiations therefore can take place even over time and reconciliations at a later stage are always possible bringing in even newly encoded texts. Hence scholarly freedom is always guaranteed in the process. The ODD file is also an excellent source for reconstructing the intentions of a particular project and allows for negotiations and re-use of research outcomes at a later stage. Tools for visualizing customizations made will need to be developed to simplify this process of negotiation and collaboration over time.

Lynne Siemens and Ray Siemens of the University of Victoria presented a paper entitled “'The Apex of Hipster XML GeekDOM: TEI-encoded Dylan': Understanding and Reaching a Community of Practice (A Case Study)”. The study aims to identify and reach out to new potential users of digital humanities standards and resources. The creation of awareness in the community to improve use and understanding of practices in the area is an essential part of a community such as the TEI. The study has tracked the usage of the TEI website and its resources both by TEI member organizations and non-members. The tools used included Webmetrics and Google Analytics. An analysis of usage patterns by members and non-members and comparison should make it possible to identify potentially new members. The tools also make available information that can be used to identify groups in other areas of the digital humanities for possible outreach and collaboration activities.

John Bradley of King's College, London presented a paper entitled “No Job for Techies: Collaborative Modeling as an intellectual activity of the analyst and scholar in the development of formal representations of scholarly materials”. The presenter stated that technical support work is often perceived by humanities scholars as what digital humanists do. Division is often at the centre of their “collaboration” in digital humanities projects as expressed in the distinction between faculty and staff. Bradley advocated that innovation should instead be coming from staff as well as faculty and proper attribution needs to be given in all cases. CCH at King's is an example of an academic department with research and teaching responsibilities. 'Home-discipline' specialists and digital humanities specialists collaborate only really when they are willing to learn about each other. Document analysis and encoding, sophisticated user interfaces and modeling are some of the intellectual contributions that digital humanities experts make to these projects. Without this “true” collaboration and mutual contribution, the potential of digital scholarship remains unfulfilled. The Online Chopin Variorum Edition <http://www.ocve.org.uk/> can serve as an excellent example of the innovations that can result from such collaboration. Conference presentations and publication of articles testify to the research that is being engaged in in both the traditional scholarly and the digital humanities arenas. Digital resource building is a shared intellectual exercise that involves all disciplines. It is important for any digital humanities centre to have its own agenda, its own research, its own research-conducting staff, as well as a commitment to the projects it collaborates on and contributes to.

Keynote address – Christine L. Borgman

Christine Borgman, Professor and Presidential Chair in Information Studies at UCLA, gave the second plenary keynote of the conference, entitled “Scholarship in the Digital Age: Blurring the Boundaries between the Sciences and the Arts”. The presenter encouraged attendees and the digital humanities community in general to create and look after their own data and tools if they want to make a real contribution in their fields. While a scholarly information infrastructure, aka Cyberinfrastructure or e-Research, can be built, it must also be allowed to emerge. The goal must be to enable new forms of scholarship that are information-intensive, data-intensive, distributed, and collaborative. There are some fundamental differences between the arts and sciences in many of the key areas of digital scholarship, but there are also many similarities that can work to the benefit of both:

· Publication patterns: the functions of legitimization, dissemination and access, preservation and curation are fulfilled in both print and online publications. The biggest difference is ownership, which is often left to publishers rather than libraries. Scientific publication is still quicker, more independent, and more open as exemplified by <http://arxiv.org/>,

· Data in digital scholarship: data is kept and shared, used and re-used for the purpose of advancing scholarship. Data is key for all digital scholarship, it is considered valuable 'alleged evidence' as long as no claim is made about it. The humanities are much more dependent than the sciences on the provision of data from sources not in its possession,

· Research methods: both the sciences and the humanities are moving towards data as the primary source for all new methodologies (vs. empiricism, theory, or simulation),

· Collaboration: in both areas, collaboration, attribution, and trust are key to the process of conducting research,

· Incentives: open science, recognition, collaboration, reciprocity are all valid principles that provide incentives to work towards open digital scholarship,

· Learning: embedding cyberlearning into society is crucial, humanities scholarship needs to start at school and university, if training does not start there, it will not happen later, and this is evident now.

The speaker concluded her keynote address with a call to action: online publishing and open access need to become the default research output and way of accessing digital humanities research, the focus must be on the data and its re-usability. Research methods need to evolve from the digital humanities, new questions must be asked in a time dominated by a deluge of data. Collaboration and learning need to take place to change patterns in a way that is conducive to the digital scholarship of the future.

Session five

Syd Bauman of Brown University and Dot Porter of DHO, Royal Irish Academy presented a paper entitled “In the Header, but Where?” on the reception of the TEI Guidelines in the digital humanities community. This work is still work-in-progress and addresses a vast amount of feedback received from users. For the purpose of the presentation, the focus is on a particular issue namely the TEI header. The process involved informal surveys of users and a detailed review of the relevant sections in the TEI P5 Guidelines. The review involved finding and verifying all relevant occurrences of the TEI header in the Guidelines, categorizing their clarity, and finally trying to reword passages to make them more precise and helpful. 126 occurrences were identified and nearly 40% were found to be too vague to be helpful to users. Problems ranged from completely vague pointers to where materials are meant to go, to more than one option of where materials can go, to different hierarchical placements of elements and sending out mixed messages. The exercise has been helpful in determining that a lot more investigation and particularly a process of review and evaluation is needed to address these issues.

Laura C. Mandell of Miami University gave a paper entitled “A Tool Suite for Automated TEI Encoding”. The presenter emphasized that tools are vital for the further adoption of the TEI and to reap the long-term benefits of the TEI as an encoding platform. The work presented here aims to bridge the gap between the technical part of processing XML-encoded documents and the wider adoption in the community of humanities researchers. The tool suite developed is intended to help users with their encoding projects, but has also been driven by other stakeholders, such as University Presses, which have their own requirements. The challenges and barriers encountered are manifold: encoding is often considered tedious and repetitive, often outside of users' comfort zones, and costly with regard to software and training. To address this, the project has written its tools in the form of macros that work in the familiar Microsoft Word 2007 software used by many humanities scholars. The tools enable users to encode XML/TEI in Word itself by implementing a versatile TEI-editor with tag-highlighting and macro-based, semi-automatic tagging. The idea is to encode about 80% of documents automatically or semi-automatically in order to free up time to pay attention to the details and the hard bits. The benefits are obvious: an easy learning curve, use of familiar software, an easy transition from novice to expert, and focussing users' attention to the tricky bits of the encoding process. More tools are in preparation, including ODD-based encoding tools and XSLT-authoring tools.

Federico Meschini of De Montfort University presented on the “Modernist Magazines Project”, an AHRC-funded project to create digital editions of the Modernist journal literature that flourished in the first half of the 20th century. The principal outcome of the project will be a three-volume history of modernist magazines, both a print anthology and an online resource comprising magazine indices, bio-bibliographical sections, and selected articles with links to related online resources. The Web resource will complement the print edition with facsimile reproductions. One of the main challenges was the encoding of all the relevant metadata for the serials publications, particularly the nesting of the magazine structures. MODS has been used to tackle the hierarchies within magazines, METS for the facsimile part of the edition. The project has thus brought traditional humanities data into encoded XML, batch processing has been largely applied to bring the data semi-automatically into XML. The XML files have then been loaded into an eXist database, which performs as a whole tool suite to both query and present results in a Web publishing framework. METS files have been created from the MODS extension files and these are used for the browsing of the digital facsimile editions. In future it may be possible to make use of the Greenstone Digital Library software, which is currently being extended to deal with newspapers.

Session six

Charles van den Heuvel of the Royal Netherlands Academy of Arts and Sciences gave a paper entitled “MAPS: Manuscript Map Annotation and Presentation System. Linking formal ontologies with social tagging to (re-)construct relationships between manuscript maps and contextual documents”. This collaborative pilot project aims to improve access to map collections in the Netherlands and potentially abroad for individual and institutional research in the humanities. The project restores relationships between MSS map collections distributed across different geographical regions and also creates new relationships between collections. Annotations to these collections are being created by specialists and non-specialists (‘crowd-sourcing’). Particularly in genealogy, maps are well used and it is an enthusiastic user group to involve and draw upon. A specially developed annotation tool allows for annotations directly on the map facsimile images and for superimposing drawings or annotations onto other maps to enable re-use of annotations in different contexts. FaceTag is used for adding tagging to the maps. The project has also experimented with GIS standards and mash-ups using Google Earth and SecondLife, which could be combined and exploited for additional functionalities. The tools developed allow for semi-automatic linking using a multi-agent approach, agents include users, map experts, curators, brokers, etc. Metadata held about maps (often in EAD) is exchanged between these different agents and aggregated by collaborators. More research is required on the relation of quality/usefulness of information and expertise of agents, on automated vs. manual linking and tagging mechanisms, on standard GIS versions vs. customized/partial maps, and on data enrichment, annotation, and tagging practices as they develop in the community.

Erica Fretwell of Duke University presented on “Manuscript Annotation in Space and Time”, a project investigating Walt Whitman's manuscript annotations and their digital representations. The presenter who is a project manager at the Walt Whitman Archive (WWA) highlighted the vast amount of MS annotations Whitman made on books, magazines, newspapers, etc. turning them essentially into scrapbooks with multiple leaves glued onto each other. As part of an NEH-funded project, a set of software tools and encoding practices has been developed for encoding and visualizing both Whitman's annotations to the original materials and enabling annotations on the facsimile images themselves. The ARCHway Project <http://beowulf.engl.uky.edu/~kiernan/ARCHway/entrance.htm> has been made use of to facilitate the MS annotation, but has been turned into a Web-based application that maximizes the potential usefulness of the annotations. The use of the TEI for the encoding of annotations has proven challenging as the annotations have been made over time and space. The WWA schemas have consequently been extended to allow for the definition of zones in margins as semantically relevant intellectual units. Stand-off markup is employed to relate the TEI core files to the files holding the annotations themselves. The tool should be useful for any type of note, not just annotations, i.e. any zone-based area that needs to be associated with another area. The visual interface allows for the efficient management of different layers of the document by the encoder. The spatial and temporal dimensions of the process have offered challenging examples for the 4-dimensionality of the writing and reading processes.

Gregory Prickman of the University of Iowa Libraries gave a paper on “The Atlas of Early Printing: Digital History and Book History”. The Atlas of Early Printing project <http://atlas.lib.uiowa.edu/> took as its starting point the hypothesis that the movement of books in the history of early printing can be taken as a means of understanding the context for their creation and transmission over time. Geography and historical events are considered key aspects of the history of the book and early printing. Maps have been used in book history for many years, e.g. Febvre/Martin's The Coming of the Book, and the Atlas project aims at creating an atlas in the digital medium by overlaying book historical information dynamically over a European map with time as a dimension for visualizing developments. Multiple print and online resources have been exploited to populate the database underlying the visual interface. The reasoning behind each entry is kept with each record to allow for future changes and corrections. The most dynamic layer of the system is the 'trade routes'-layer, which visualizes the movements of books over time and space and is very helpful for teaching book history in a heavily contextualized system. The Atlas also includes 3D models, created in Maya 3D, of printing presses at various locations for the purpose of comparison and for offering additional research avenues for further exploration and opportunities for collaboration.

Session seven

In a panel session entitled “Digital Editions, Past and Future” John Lavagnino of King's College, London presented a paper titled “Experiences of the previous generation: the Thomas Middleton edition”. The Thomas Middleton edition, a hybrid print and online edition, aims to provide a complete picture of the author and his work, promoting the writer and exploring all aspects of his life and work. There have been a number of unsuccessful attempts to produce such an all-encompassing edition in the past due to the sheer bulk of the work, so the digital approach has been chosen to improve efficiencies, to allow for collaboration between many individual editors, and enable systematic collection of all relevant scholarship. The origins of the project go back to 1990, the digital dark ages, where editors struggled with basic issues such as the sharing of files. A lightweight markup language was introduced back then, similar to the one recently revived by Wikipedia. While this started out well, it quickly became overloaded and unmanageable. Linking was also a huge problem, especially without software support, and references to line numbers are often uncertain. A simple system was devised based on lines, but pitfalls such as the granularity of lemmas were a constant worry. Eventually XML was adopted throughout the editorial process and helped to make better progress. For the print edition, which was published in 2007, the underlying XML is transformed into TeX using quite a customized system. Updating the system is cumbersome as it uses a multitude of technologies now outdated, but also because corrections introduced now can turn out to be false as editors move further and further away from the work. There is however hope that developments such as the Versioning Machine <http://v-machine.org/> or TextGrid <http://www.textgrid.de/> etc. will help make the edition preservable over time.

Fotis Fannidis of the University of Würzburg gave a paper entitled “Requirements and tools for a modern genetic edition of Goethe's Faust”. The new edition <http://www.faustedition.net/> will include both parts of the drama, which comprises a huge amount of text and contextual materials and has been conceived as a collaborative effort of several institutions. The main part of the edition will be solely digital and the project hopes to be able to produce an entirely new critical text, diplomatic transcriptions, and a genetic view of the development of the text. The project has identified three main problem areas that need to be addressed:

1. Text-centred (structure) vs. document-centred (witness) view: possible solutions include SVG rendering of the document and encoding the text as TEI using stand-off markup. Alternatively, the focus can be primarily on the text with only selected document features. As all pages have been digitized and are available as facsimile images, the second approach has been chosen,

2. Genetic encoding requires the linking of all text in all documents to the final version of the text (line-level coordinates) and the recording of all changes over time. This work involves recording textual alterations in all forms over time, producing a critical apparatus, genetic relations between and within documents as steps and paths, and documenting all editorial decisions,

3. Interoperability: requirements are open access, licensing of the work under a Creative Commons license, use of XML and other established archival-level standards, persistent identifiers throughout, interlinking HTML and XML on Web pages, and linking to a canonical reference schema.

Susan Schreibman of DHO, Royal Irish Academy presented a paper entitled “An E-Framework for Scholarly Editions”. The motivation for the work is the crisis in the scholarly publication process that does not offer enough support for individuals engaging in digital editing, which more often than not leads to a digital silo approach that ties together data and software and has no prospect of re-use. There are no agreed formats, protocols, and methodologies for digital editing established in the community and digital also has its own pitfalls: there is still a lack of academic credit for digital work done and it is not by all means a cheap option. There are a number of possible models: TextGrid, NINES, University Presses. DHO has begun to develop a model for an Irish Digital Scholarly Imprint, which requires its own infrastructure of hardware and software, scholars and digital humanities specialists, supportive social and academic structures, a long-term digital preservation environment, and a large number of contributors. The Imprint will publish both traditional scholarly forms and new forms of digital publication. Economic considerations are also important in order to sustain the infrastructure and encourage new work at the same time, hence issues of collaboration and the technical sustainability of the service and re-use of it are essential. A collaborative approach has therefore been chosen, the Imprint will work closely with many players and will focus on data life-cycle management to preserve and re-use published output. The standardization of user interfaces has also been identified as essential for acceptance in the community and further development of the service.

Session eight

Brian Pytlik Zillig of the University of Nebraska-Lincoln gave a presentation on “Embedded Text Analysis”. The presenter stated that text analysis, which focuses on individual texts or corpora, requires clear visualization of text analytical results. Tools such as TaPOR, HyperPo, Nora Project, WordHoard, or TokenX have made analytical text-processing easier. However, the complexity and diversity of analytical techniques is problematic, the specialized interfaces and vocabularies employed have not been designed with the general user in mind. The interfaces of these tools are usually either information-dense or intended for reading, few are universal. One way of overcoming these issues is to move towards a collocation of the text and the text analytical tools, so that they become embedded in the text view. This new embedded text analysis should require no configuration on the user’s side, should be easily understandable, have a close relation to the text, and emphasize the text rather than the tool. The process has been guided by the identification of some of the analytical procedures users will frequently want to invoke. An NEH-grant has made a pilot project possible that has produced the “Evince Visualization and Analysis Tool” <http://cdrh.unl.edu/projects/pages/evince.php>, which consists of a Web-based interface that produces a tooltip like interface for visualizing text-analytical information about a text when the user clicks on any word of a text. Additional operations can also be invoked from here.  The presenter concluded his presentation with an online demonstration of the tool.

Vika Zafrin presented a paper entitled “Library as Agent of (Re)Contextualization”. The presenter stated that the physical object, its representation in a catalogue record, and a possible digital surrogate of the object are largely independent from the actual object in a library. The library is responsible for physical storage, mediated access via representations such as catalogue records, and direct access via digital surrogates of the objects. At Boston University the role of the library has recently been remodelled for an interdisciplinary course on theology and philosophy that offered the opportunity for faculty and students to reshape the library as a programmatic space that helps advancing knowledge by creating, accessing, and storing new knowledge. As a programmatic and transdisciplinary space, the library is uniquely able to contribute to the creation of knowledge by closely collaborating with faculty on the joint creation of these new resources. The library provides advice on both research questions and presentation of research results, and connects staff, students, and faculty from different disciplines. Collection development and cataloguing are key issues in this process, it must always be a collaborative effort between librarians and researchers. The library thus needs to make an active contribution to the cyberinfrastructure of the digital humanities, facilitate collaboration and experimentation, and above all ensure free and permanent access to all digital collections.

William Kretzschmar of the University of Georgia gave a presentation entitled “Library Collaboration with Large Digital Humanities Projects”. The digital humanities subscribe to the idea that constant movement is necessary for projects to survive and flourish over time. The library seems to be the only part of our institutional structures that can preserve and keep alive projects over the long run. Technology continually changes and this change is necessary purely to ‘stay alive’. Financial and human resources are required to sustain this process. However funding is hard to come by. The presenter’s Linguistic Atlas Project <http://us.english.uga.edu/> has been sustained continuously over a long period of time and over many iterations of technological development. Initially the Atlas project joined the university’s newly created Research Computing Service as an opportunity to formalize its technical infrastructure, but this failed due to a lack of long-term commitment. After that the library offered to take over the preservation of the project as part of its own A/V multimedia archival space. The project has opted for archival preservation on tapes and also participates in the update cycle of the library preservation strategy. The Atlas project also participates in the library’s procedures for metadata creation. Thus the project maintains its independence as a research project, but is able to draw on the workflows and efficiencies gained by participating in these standardized procedures. Additionally staff can concentrate on the development of the resource instead of its maintenance and preservation, for which the library has separated the project from other library services for security and maintenance purposes through the use of a dedicated VM. Collaboration is a necessary requirement for the project, even if trade-offs have to be made. The Atlas project has to fit in, but in turn can draw on the resources allocated to the library’s archival mission and through this collaboration can not only stay alive but develop and evolve.

Session nine 

Richard Furuta of Texas A&M University gave a paper on “Supporting the Creation of Academic Bibliographies by Communities through Social Collaboration”. The collaboration in this project involves Computer Science personnel, scholars, and the library and requires dedicated staff from all areas. Social collaboration is still not well understood and experimentation is the best approach to finding out what works and what does not work. Drawing on the example of scholarly bibliographies, such a social collaboration approach has been tested. Scholarly bibliographies are central for the dissemination of research results. Traditional publication models tend to be centralized and try to maintain quality at the expense of time. The question is: can users of bibliographies be involved in their creation and can quality be maintained? The premises are that such collaboration can be sustained and that new features can be added in online bibliographies, such as personalization features or multi-language capabilities. There is still a moderation step for each of the contributions, which are queued for review by the editor. Several social citation systems have been evaluated for the project (e.g. citeulike), but found problematic (redundancy, spam, phantom author names and citations, etc.). Alternative models (private groups, closed groups, open groups) have different advantages and disadvantages. The project has adopted the solution of social moderation, where users are assigned ranks according to quality and contribution levels. Users can move between these levels, but ultimately will arrive at a good level for the whole system. It is time-consuming to select moderators manually and it may reflect bias etc. Therefore reputation-based social moderation (user, collaborator, moderator) has been adopted as the preferred model. The upgrading of users is based on activity and members’ evaluations. The moderator list must contain well-known and respected experts who are willing to participate actively. Two closed bibliographies were compared to two open bibliographies: initial experimental results show that using online social collaboration would improve the quality, quantity, and usage of scholarly bibliographies. But more evaluation is needed and new assessment metrics should be included, e.g. rewarding users who identify spammers. Further possible automation in the moderation process includes the use of relevance weighting by analysing contributions and their reviews and comments.

Anna Gerber and Jane Hunter of the University of Queensland gave a presentation on “LORE: A Compound Object Authoring and Publishing Tool for Literary Scholars”. LORE (Literature Object Re-use and Exchange) is a light-weight tool designed to enable scholars and teachers of literature to author, edit and publish OAI-ORE-compliant compound information objects that encapsulate related digital resources and bibliographic records. The tools also allow for interlinking objects and for visualizing relationships between objects based on FRBR. AustLit <http://austlit.edu.au/>, a partnership between the National Library and 12 research libraries, provides a nation-wide portal in which resources are modeled along FRBR requirements. Aus-e-Lit <http://www.itee.uq.edu.au/~eresearch/projects/aus-e-lit/> is the Australian equivalent of the US Cyberinfrastructure program, which facilitates federated searches across databases, empirical querying and reporting in collections, collaborative tagging, and now compound object authoring facilities. GIS and timeline interfaces of all available data sources overlayed onto Google maps are also available. OpenCalais <http://www.opencalais.com/> has been used to tag full-text, e.g. places, dates, events. The LORE tool allows for the interlinking of related objects, modeling relationships, tagging, adding descriptions, and publishing the objects. OAI-ORE is used for this purpose, which enables users to collaborate, attach metadata, publish and visualize relationships. The tool has been implemented as a Firefox extension. The relationships themselves have been expressed via an OWL ontology based on FRBR, which helps with relating and displaying the related resources in their original contexts. Some of the problems encountered were that URIs are not always available or persistent or global, complexities of the ontology can be prohibitive for participation, and the display is sometimes too complex for users. Future work includes, among other things, the addition of rules-based new relationships among objects.

Jieh Hsiang of National Taiwan University presented a paper entitled “On Building a Full-Text Digital Library of Land Deeds of Taiwan”. The presenter introduced the Taiwan History Digital Library (THDL), which contains over 29,000 pre-1900 land deeds of Taiwan and constitutes an invaluable resource for the study of local and national history. Publication and preservation of the deeds in a digital research environment will aid future research. THDL comprises a vast amount of varied historical documents available to researchers, not only land deeds, but all kinds of historical documents. Land deeds were the primary documents of ownership before 1895. Each deed contains a number of common features, which are being systematically described. The collection of deeds allows for detailed research in a fascinating combination of local and national history. There are, however, also challenges of accessibility, contextualization, and completeness. The collection does offer new opportunities: search facilities (full-text and bibliographic), user-defined query history, and selection of particular (sections of) collections. Search results are contextualized in so-called sub-collections, which allow for further investigation into related collections and similar documents to the ones that have been searched for. Sub-collections also allow for quick verification or dismissal of hypotheses about a set of deeds at a particular place or time. THDL also offers tools such as frequency analyses, or indices of names and places. Additional information for each deed or related deeds in a group can also be visualized for easy access and further resource discovery. THDL thus offers a digital research environment that includes primary resources and analytical tools, which allow for flexible resource discovery and analysis (search, analysis, and discovery).
It was also announced that next year’s Digital Humanities conference will be hosted by King’s College, London <http://www.cch.kcl.ac.uk/dh2010/>, and that the 2011 conference will be hosted by the University of Stanford.
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