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“When a measure becomes a 
target, it ceases to be a good 
measure”

✅ Provably prevents Goodharting
⚠ Requires knowing the bound on θ
⚠ Can lose out on a lot of reward

2. How often does it occur? 

1. What is Goodhart’s Law?   

We vary hyperparameters of an MDP:

● Environment type/reward type
● No. states
● No. actions
● True-proxy reward distance
● Discount factor
● Sparsity
● Optimisation pressure operationalisation

In a total: ~30k environments.

The drop occurs in 19.3% of them.

3. Why does Goodharting happen? 

We focus on the occupancy measure space

4. How to prevent it? 

Simplifying assumption: perfect gradient ascent

Real dynamics

5. The early-stopping algorithm  

Optimisation pressure
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