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1. What is incoherence? 3. Formalising incoherence 5. Effective horizon
In an MDP with a prior over actions p(a|s) and a binary reward R, the Incoherence Is the gap between 7 and the policy recommended When actions with the highest 0-values under the random policy also

Dy 7's own future J-values: have the highest 0-values under the optimal policy (i.e. when it is optimal

to be greedy on the random policy’s 0-function), deep RL tends to
succeed; when they don't, deep RL tends to fail. (Laidlaw et al., 2023)

goal-conditioned policy w(a|s) = p(al|s, R = 1) answers the question:

Incoherence, () = KL¢ [m(€) || Boltzmann,(Q™)(&)]

Which action to take in state s, such that, if
later choices are sampled from the prior p(a|s)

" 1 — 0.30 : T . : : :
the outcome will lead to R ? over traJeCtO r'Nes 05 — (3(), ap, . . . Sn) — - Slope=0.150, corr=0.395 350 (Fj’phcy misalignment: the proportion of actions being
0.25 " 200 Ifferent between optimal policy and a policy selecting
Tr (a S) the greedy action under the random policy’s Q-function
rather than where BoltzmannT (Qﬂ-) ((Zl.S) X €xp ( 7 ) : o - 0 averaged overthe [atiers occupancy measure
T S o g %
© " : 200% 0.30
. . . . % 6.10 .. & . S —— 150 2 — = slope=0.006, corr=0.244 350
Which action to take in state s, such that, If s " (o O, greT ‘ . 0.25 - 300
later choices are sampled from the policy 7(als) "1 midieeNe 3. o . y
‘ oge °* " ° - 50 E
the outcome will lead to R ? 4. Three-way correspondence T :
0.0 0.1 0.2 0.3 0.4 0.5 T ® CDL
Three equivalent views of policy tightening: ety misalignment TR
- ® ® © ® _————
o - L L o - 100
Monte Carlo effective horizon estimation: e :_‘h!.d‘.';g'.'-"} T
. ~ 50
2. Example: mountain race $ A S
Decrease Estimated effective horizon H
. . 1 4 4 niati temperature / deterministic
risky trail 2/, p P (R = 1| ¢ ) =1 determ.m’s“c increase :
dynamics optimisation dynamics .
, equivalence Sressure equivalence 6. Incoherence as a metric
4.0 A
3 ~\ A corollary of the theorem: . :: -
! = mj:l lim  Incoherence,(7n7) =0 o
Re-train / <> Fold (1,4)—(0,00) 34
_ 3 - iti . =g —©
= 3 re-condition on stochastic hosterior g 3.2 ——
v d ' into —am £ 30-
trajectories ynamics °7 o 5-0.4 _
equi the reward e 2.8
L . quivalence | o
The goal-conditioned policy is computed as: ] 26 -
g 4 2.4
p(R=1|J,a)p(a|D) 0 : i 2' : ; ;-,
mT\a —_— a R R— ]. — S lteration
« p(R = 1|, a) Theorem (Optimisation pressure, thrice). For all priors p(als), all non-positive The average correlation between
reward functions r(ss,a;) and deterministic transition dynamics T(S¢11|St,as), H ~_ pE —e— B return and negative incoherence
evaluating later actions according to the prior: for all k € N+ and for a(k) = 2*, we have: L : : : a t across a dataset of trajectories: 0.863
1 7Ta(k) _ 7T29k _ 7_‘_2];; _ 7TZ;‘ Iteration
"(/12) xp(R=1|, /) =p (R =1|&) =
3 Additionally, for stochastic transition dynamics we have:
r(\ @) cp(R=12,\) =p (R=1/4) = .
7Tk — 7Tk

github.com/jkarwowski/incoherence arxXiv:2510.06545 —

even though the goal-conditioned policy would avoid the chasm!




